
CS11-711 Advanced NLP 

Multimodal Modeling II
Sean Welleck

https://cmu-l3.github.io/anlp-fall2025/ 
https://github.com/cmu-l3/anlp-fall2025-code 

https://cmu-l3.github.io/anlp-fall2025/
https://github.com/cmu-l3/anlp-fall2025-code


Previous Lecture

Text

Model

Text

Text

Model

Text

Image

Multi-to-textText-to-text

Text

Model

Text

Image

Image

Multi-to-multi
Text

Model

Image

Image

Multi-to-image

This 
lecture



Example: ChatGPT 4o
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Today’s lecture

• Basic generative modeling 
paradigms 

• Autoregressive modeling of 
pixels 

• Autoregressive modeling of 
“image tokens” 

• Other paradigms

Text



Generative modeling paradigms



Generative modeling paradigms
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Autoregressive

• Generate one dimension (e.g., token, pixel) at a 
time given the previous ones

pθ(x0) …pθ(x1 |x0) pθ(x2 |x<2) pθ(xt |x<t) pθ(xT |x<T)



Variational Auto-encoders (VAE)

• Learn to reconstruct the image by compressing it 
into a vector and uncompressing it

x
Encoder 
qϕ(z |x)

Decoder 
pθ(x |z) x′￼z



Generative adversarial networks (GAN)

• Learn to generate an image by fooling a 
discriminator that detects whether an image is fake

x

Discriminator Generator 
G(z) x′￼z

D(x) 0/1

x′￼



Diffusion models

• Gradually add noise to an image,  
then learn to de-noise

x0 x1 x2 z

…

…
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Goal

Remove bridges </s><s>

Done!

• Image tokenizer 

• Image “de-tokenizer” 

• Single Transformer for 
text and image

…

…



Roadmap
• Attempt 1: use a standard auto-regressive model 

• Tokenizer: individual pixels 

• De-tokenizer: generate individual pixels, no de-
tokenizer needed 

• Attempt 2: learn a discrete tokenizer / de-tokenizer 

• Vector-quantized VAE (VQ-VAE) 

• VQ-GAN



Auto-regressive model
• Basic idea: treat an image as a sequence of pixels 

• Learn a language model over the pixel sequences 

•  

•  

• Given a dataset of sequences: 

•

ximg ∈ ℝH×W×C → x1, …, xT

xt ∈ {1,2,…,256}

ℒMLE =
T

∑
t=1

− log pθ(xt |x<t)



Example: PixelRNN 
[van den Oord 2016]



Example: PixelCNN 
[van den Oord 2016]



Example: Image Transformer 
[Parmar et al 2018]



Auto-regressive model

• Key challenge: sequence length 

• 1024 x 1024 image with 3 
channels (RGB) 

• 3 million tokens
Typically involved 

alternative  
memory-efficient 
attention patterns



Roadmap

• Attempt 1: use a standard auto-regressive model 

• Attempt 2: learn a discrete tokenizer / de-tokenizer 

• Vector-quantized VAE (VQ-VAE) 

• VQ-GAN



Idea
• Learn a tokenizer that compactly 

represents an image as a 
sequence of discrete tokens.  

• Example: 

• Vocabulary: 8,000 token ids 

• Image: sequence of 1024 
tokens 

• Approach: VQ-VAE
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VAE

• Learn to reconstruct the image by compressing it 
into a vector and uncompressing it

x
Encoder 
qϕ(z |x)

Decoder 
pθ(x |z) x′￼z



VAE

• After training, generate by sampling a latent vector 
from the prior and passing it to the decoder

Decoder 
pθ(x |z) x′￼z

z ∼ p(z)



Standard VAE 
[Kingma & Welling 2013]

• Goal: learn to compress data (like images) into a low-
dimensional representation , and then reconstruct or 
generate new data with it 

• Assume that data is generated as follows: 

• First sample a latent variable  

• Turn it into data  with a decoder,  

• The encoder maps data  into a latent variable, 

z

z ∼ p(z)

x pθ(x |z)

x qϕ(z |x)



Standard VAE 
[Kingma & Welling 2013]

• Train by balancing two goals: 

• Reconstruct the input well: 

Reconstruction loss:  

• Keep  values well behaved: 

Regularization:  

Makes the encoder’s output distribution close to a 
standard Gaussian

−log p(x |z)

z

DKL (q(z |x)∥𝒩(0,I))



Standard VAE 
[Kingma & Welling 2013]

• Final loss: 

 

• Principled formulation and derivation based on 
variational inference: see [Kingma & Welling 2013] 

ℒVAE(x) = − 𝔼q(z|x) [log p(x |z)] + DKL(q(z |x)∥𝒩(0,I))



Standard VAE



From continuous to 
discrete

• Standard VAEs give us a way to 
encode and decode images using 
a continuous vector 

• Idea: make a discrete VAE to let us: 

• encode an image as a sequence 
of discrete tokens 

• decode an image from a 
sequence of discrete tokens
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• Encoder:  

•  

• Quantizer:  

• Compare  to a set of  
learned codebook vectors 

• , where 
 

•  

• Decoder: 

•

q(z |x)

x → ze(x) ∈ ℝd

ze(x) → zq(x)

ze(x)

zq(x) = ek*
k* = arg min

j∈{1,…,K}
∥ze(x) − ej∥2

q(z = k |x) = {1 k = k*
0 otherwise

p(x |zq(x))

VQ-VAE 
[van den Oord 2017]

Select

5

Encoder 1
2

8

…

Codebook 
Vectors

Decoder



•  

• For reconstruction loss, use a straight-through gradient 
estimator since the codebook lookup is non-differentiable

ℒ = log p(x |zq(x)) + ∥sg[ze(x)] − e∥2
2 + β∥ze(x) − sg[e]∥2

2

Reconstruction
Update 

codebook 
embedding

Make encoder 
“commit to” a 

codebook 
embedding

VQ-VAE training

Select

…

Decoder

∇ℒ
Copy



VQ-VAE



Example
• DALL-E tokenizer

https://github.com/openai/DALL-E 

https://github.com/openai/DALL-E


VQ-GAN 
[Esser et al 2021]

• Modify VQ-VAE objective: use a GAN objective and perceptual loss 

• Train an autoregressive transformer (“language model”) on the resulting discrete 
tokenized images. Generate images with it.



Training the encoder/decoder: 

•  

• G: generator 

• E: encoder 

•  

• D: discriminator

̂x = G(select(E(x))

ℒGAN = log D(x) + log(1 − D( ̂x))

VQ-GAN 
[Esser et al 2021]



Training the transformer language model: 

• Tokenize lots of images using the tokenizer (encoder) 
 

• Train an autoregressive transformer: 

•
 

• Example : 32 x 32 = 1024 

• Much less than modeling pixels (256x256 = 65,536)!

ximg → (x1, x2, …, xT)

ℒ = 𝔼ximg
[−log

T

∏
t=1

p(xt |x<t)]

T

VQ-GAN 
[Esser et al 2021]



VQ-GAN 
[Esser et al 2021]



VQ-GAN 
[Esser et al 2021]



Recap
• Tokenizer: VQ-VAE/VQ-GAN 

encoder 

• De-tokenizer: VQ-VAE/VQ-GAN 
decoder 

• Next: 

• Add the tokens to a language 
model’s vocabulary 

• Train / fine-tune the model on 
both text and image tokens

2 81 12 5
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Example: Chameleon 
[Meta 2024]

• Train a VQ-GAN tokenizer/de-tokenizer 

• Then train a language model on 10T tokens



Example: Chameleon 
[Meta 2024]



Example: Liquid 
[Wu et al 2024]

• VQ-GAN tokenizer 

• Fine-tune LLMs



Generating images

• Many text-to-image models 
based on diffusion 

• A quick overview of some early 
references (up to early 2022) …

…

Diffusion



Denoising Diffusion Probabilistic Models 
[Ho et al 2020]



Diffusion

• Forward process: 

• Start with a real image 

• Gradually add Gaussian noise 
over T time steps 

• End with random noise

• Reverse process: 

• Start with random noise 

• Gradually denoise over T time 
steps 

• Neural network predicts the noise 
to remove at each step

Core idea: learn to reverse a noise process



Diffusion Models Beat GANs 
[Dhariwal & Nichol 2021]



DALL-E 2 
[Ramesh et al 2022]



• CLIP:  

• Given an image , produces 
embedding  

• Given text , produces 
embedding  

• Prior:  

• Diffusion 

• Decoder:  

• Diffusion

xI
zI

xT
zT

p(zI |zT)

p(xI |zT, zI)

DALL-E 2 



Recap:
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Recap

• Basic generative modeling 
paradigms 

• Autoregressive modeling of 
pixels 

• Autoregressive modeling of 
“image tokens” 

• Quick tour of diffusion 
references

Text



Thank you!


